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Introduction

• Monitoring System is the cornerstone of DevOps

• PostgreSQL is great, except for the lack of a ‘good enough’ monitoring system

• Pigsty aims to solve this



Postgres In Graphic STYle
PIGSTY

• Fine grained graphic user interface
• Managing large scale production PG clusters
• Ultimate observability 
• Based on open source infrastructure

•  Public demo: http://grafana.vonng.com

•  Local  demo: https://github.com/Vonng/pigsty

http://grafana.vonng.com
https://github.com/Vonng/pigsty


Agenda

Observability
Production clusters
Graphic interface
Open source



Observability





Original Statements Metrics Query Statements Dashboards







metrics data flow
Metrics Source

pg_exporter

metrics: pgbouncer_.*

Aggregated Metrics Namespace:     
pg:.*   node:.*   haproxy:.*

Pgbouncer
connection pooler 

metrics such as QPS, 
TPS, RT, session, 

etc…

pg_exporter

Database

metrics: pg_.* 

Postgres
database metrics 
such as activities, 
replication, persist, 

etc…

Middleware

node_exporter

Operating System

metrics: node_.*

Node / Pod
metrics for 

processors, network, 
disks, filesystem, 

network, etc…

haproxy_exporter

Load Balancer

metrics: haproxy_.*

HAProxy
metrics for health 

status, traffic routes, 
backend weights, 

etc…

Hierarchy Metrics: 
all, cls, svc, ins, datname, dev, pool



metric type for a cluster
Metrics Ratio

metrics type count

170

83

281
344

48

229

pg_ pgbouncer_ pg: node node: haproxy

1155 metrics per env

3k~10k+ time-series per instance



metrics numbers comparing to others
Metrics Coverage

2016

Pigsty

pgmonitor

pgwatch

AWS RDS

datadog

Aliyun RDS

0 188 375 563 750

8

69

99

123

156

621

metrics related to database are counted  (i.e: node metrics are excluded)



system catalog explorer
Catalogs

yet another pgadmin ?



Summary based on pgbadger
Log Events



Production Clusters



Production Cluster Characteristics

Clusters

Hierarchy

Changes



Cluster



Hierarchy

Overview Shard Cluster Service Instance Database Object

ClusterOverview Service Instance Database

PG Cluster PG Service PG InstancePG Overview PG Shard

PG KPI

PG Alert

Node Cluster

Proxy Cluster

Cluster <Topic>

DNS

VIP

Node Instance

Pgbouncer

PG Proxy

PG <Topic>

PG Database

PG Table 
Overview

PG Table 
Metrics

PG Table 
Catalog

PG Query

PG Index

PG Catalog 
<Topic>

PG Pool 
Overview



Changes

•  Cluster failover / switchover
•  Add/Remove instances
•  Add/Remove database
•  Casecade replication
•  Sharding clusters
•  bare metal to cloud native 



Overview

Shard

Cluster

Service

Instance

Database

cls=~’pg-.*’ pg-.*

pg-testshard0
pg-testshard1

pg-test

pg-test-primary
pg-test-replica

cls=~’pg-\w+shard.*’

cls=~’pg-.*’

cls=~’pg-.*’
role=~’(primary|replica)’

svc=‘${cls}-${role}’

cls=~’pg-.*’
ins=~’${cls}-(\d+)’

cls=~’pg-.*’
ins=~’${cls}-(\d+)’

datname=‘.*’

Naming
is essential

pg-test-0
pg-test-1

datname=testdb

Pigsty use independent naming system



From definition to labels
Identity

Service Template Service DiscoveryService

Labels





Graphic Interface



candidates
Graphic Interfaces

pgmonitor pgwatch pgdash pganalyze

AWS RDS Aliyun RDS Azure RDS Pigsty



Build sophisticated application with grafana dashboards
Magic with Grafana

• Templates and variables
• Roll-up / Drill-down with links



PG Instance
the baseline dashboard



Summary of Instance



Transaction





PG Exporter
Self monitoring



Replication Topo



Replication Metrics



Replication Slot



Open Source



embrace the open source monitoring stack
Pigsty loves open source

•  Grafana
•  Prometheus
•  Alertmanager
•  Consul / etcd
•  PostgreSQL
•  pg_exporter



Accessibility

•  Inner demo:  https://dba.p1staff.com
•  Public demo: http://pigsty.cc
•  Local  demo: https://github.com/Vonng/pigsty

http://dba.p1staff.com
http://pigsty.cc
https://github.com/Vonng/pigsty


Open source, Best choice
Architecture

•  Sandbox based on vagrant

•  Minimal four-node setup



Questions?


